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Top Ten Frequently Used LSF Commands

User Commands XE "parameters:user commands" 
lsid XE "lsid" \t "See user commands, 4" 

 XE "user commands: lsid"  
Displays the current LSF version number, compiled time, cluster name and the master host name. The master host is the first available defined in the Host Section of lsf.cluster.<cluster_name> file.

lsload XE "lsload" \t "See user commands, 4" 

 XE "user commands: lsload"  
Displays dynamic load indices for hosts. Frequently used options:

-l 
for displaying additional fields for I/O and external load indices.

-E 
for displaying effective run queue length used by LSF Batch (e.g., bsub) for jobs scheduling.

-N
for displaying normalized run queue length used by LSF Base (i.e., lsrun) for selecting least loaded host to run jobs.

bhosts XE "bhosts" \t "See user commands, 4" 

 XE "user commands: bhosts"  
Displays hosts and their static and dynamic resources.

bsub XE "bsub" \t "See user commands, 4" 

 XE "user commands: bsub" 

 XE "job submission" \t "See bsub"  
Submits a batch or interactive job to LSF. Frequently used options:



-I
for submitting an interactive job.

-Ip
for submitting an interactive job and creating a pseudo- terminal when the job starts.

-Is
for submitting an interactive job and creating a pseudo- terminal with shell mode support when the job starts.



-q <Queue_name>


for submitting a job to the queue named <Queue_name>.



-R <Resource_Requirement>

for submitting a job to run on a host which meets the specified <Resource_Requirement>.  

bjobs XE "bjobs" \t "See user commands, 4" 

 XE "user commands: bjobs"  <JobID>


Displays information about jobs. Use –l option to display detailed (long format) information. 

bkill XE "bkill" \t "See user commands, 4" 

 XE "user commands: bkill"  <JobID> 


Sends a signal to kill, suspend, or resume unfinished jobs. Use 0 JobID to send signal to all jobs. Use -r option to forcefully remove unkillable jobs.

bqueues XE "bqueues" \t "See user commands, 4" 

 XE "user commands: bqueues"  
Displays information about batch queues. Use –l option for displaying the detailed (long format) queue information.

Administrator Commands XE "parameters:administrative commands" 
lsfsetup XE "lsfsetup" \t "See administrative commands, 5" 

 XE "administrative commands: lsfsetup"  
Menu-driven LSF installation, upgrade and configuration XE "upgrade and configuration (lsfsetup)"  utility. Located in $LSF_SERVERDIR after LSF installation, to be executed from root account.

lsadmin XE "lsadmin" \t "See administrative commands, 5" 

 XE "administrative commands: lsadmin"  
LSF Base administrative tool to control the operation of the lim and the res daemons in LSF cluster. Enter lsadmin help for a list of subcommands. Frequently used subcommands:

reconfig XE "administrative commands: lsadmin: reconfig" 

 XE "administrative commands: badmin: reconfig" 
for reloading LSF configuration files and restarting lim on all hosts.


limstartup XE "administrative commands: lsadmin: limstartup" 

for starting lim on one or more hosts.


limrestart XE "administrative commands: lsadmin: limrestart" 

for restarting lim on one or more hosts.

limshutdown XE "administrative commands: lsadmin: limshutdown" 
for shutting down lim on one or more hosts.

resstartup XE "administrative commands: lsadmin: resstartup" 

for starting res XE "res (Remote Execution Server)"  on one or more hosts.

resrestart 
for restarting res on one or more hosts.

resshutdown XE "administrative commands: lsadmin: resshutdown" 
for shutting down res on one or more hosts.

badmin XE "badmin" \t "See administrative commands, 5" 

 XE "administrative commands: badmin"  
LSF Batch administrative tool to control the operation of the LSF Batch system including sbatchd, mbatchd, hosts and queues. Enter badmin help for a list of subcommands. Frequently used subcommands:

reconfig XE "administrative commands: lsadmin: reconfig" 

 XE "administrative commands: badmin: reconfig" 
for dynamically reconfiguring LSF without restarting mbatchd. 

mbdrestart XE "administrative commands: badmin: mbdrestart" 
for dynamically reconfiguring LSF and restarting mbatchd. This command will take more time if there are many jobs running through LSF.

hstartup XE "administrative commands: badmin: hstartup"         for starting sbatchd on one or more hosts.

hrestart XE "administrative commands: badmin: hrestart"         for restarting sbatchd on one or more hosts.

hshutdown XE "administrative commands: badmin: hshutdown"        for shutting down sbatchd on one or more hosts.

hopen XE "administrative commands: badmin: hopen"  <Host_name>


for opening the host named <Host_name> to accept jobs.

hclose <Host_name>


for closing the host named <Host_name> to stop accepting jobs.

qopen XE "administrative commands: badmin: qopen"  <Queue_name>


for opening the queue named <Queue_name> to accept jobs.

qclose XE "administrative commands: badmin: qclose"  <Queue_name>


for closing the queue named <Queue_name> to stop accepting jobs.

LSF (Load Sharing Facility) contains a suite of products from Platform Computing Inc., including LSF Base™, LSF Batch™, LSF JobScheduler™, LSF Make™, LSF Analyzer™, LSF MultiCluster™, and LSF Parallel™, for fifteen different flavors of UNIX™, Microsoft Windows NT® and Microsoft Windows 2000®.  

This Primer is intended to introduce new LSF users to the fundamentals of a typical LSF cluster running on UNIX operating systems, providing an overview of LSF concepts, basic commands, configurations, licensing, integration with applications, and limited troubleshooting.

It is assumed that an LSF cluster has been installed in your computing environment and is ready for you to use. Initial installation of an LSF cluster is beyond the scope of this document. Please refer to LSF UNIX Installation Guide and other documentation listed in the Annotated Reference section of the Appendices if you need to install LSF from scratch.

If you still have questions after reading this and other document, you contact Platform’s Technical Support at support@platform.com or call 1-800-444-4573. 

In addition to all the documentation and Technical Support, Platform computing, Inc. offers several different LSF Training Courses and a wide-range of Professional Services to help you get the most out of LSF.  Should you need any assistance, please contact your Sales Account Manager, System Engineer, or email XE "email:comments"  training@platform.com or consulting@platform.com.

We welcome and value your opinion on this document. Please email your comments to mbao@platform.com. Your inputs are the most important information for improving this document. 

Thank you very much!
Western District

Platform Computing, Inc.

Chapter 1. Introduction
This chapter will introduce you to LSF by covering the following topics:

· Using this Primer

· What is LSF?

· An Overview of LSF Architecture

· The CPU and Network Overhead of LSF Daemons

If you already know or feel comfortable with these topics, feel free to skip ahead to the next chapters on other topics about LSF. 

Using This Primer

This document covers LSF version 3.0 and 4.x. The following is a brief description of each section within the primer:  

· Checking Cluster Status, Running Jobs Through LSF, and Cluster Administration – These three introductory chapters give a brief introduction to the basic commands and utilities needed to use and configure an LSF cluster.
· Shared Dynamic Resources and Software License Management – An overview of LSF’s Shared Dynamic Resources and how to effectively use them application license management.
· LSF Licensing – This section outlines the mechanism of LSF Licensing system, its implementation with FLEXlm, LSF Demo license and Permanent license.
· Common Technical LSF Problems and Solutions – A troubleshooting section covers helpful hints for top ten typical LSF problems.
Please see the reference listed in the Appendix should you need additional LSF information which is not covered in this document.

What is LSF XE "LSF" ?


Platform Computing, Inc.'s LSF is a distributed load sharing and batch queuing software that manages, monitors and analyzes the resources and workloads on a network of heterogeneous computers, with a high level of fault tolerance capability.  LSF is built as layered products. LSF Base layer is a cluster-wide operating system, which provides dynamic load balancing and transparent access to the resources available on all machines participating in the cluster. LSF Batch layer, an integral product within the LSF Suite, allows enterprise-wide load sharing as well as a robust job queuing.  LSF use spans a wide variety of industries, such as Electronic Design Automation, Mechanical Design Automation, Biotechnologies, Defense, Motion Picture, etc. it has become the de facto standard for Distributed Workload and Resource Management.  

An Overview of LSF Architecture XE "LSF: architecture" 
LSF is a layered resource and workload management software running on top of Unix and NT platforms.  LSF extends the operating system services to create a single system image on a network of computers.  LSF is built at Unix user level and forms a layered structure as shown in the diagram below. In Figure 1, basic LSF services are offered as extensions to the regular Unix services. They consist of the lim XE "lim (Load Information Manager)"  (Load Information Manager), res XE "res (Remote Execution Server)"  (Remote Execution Server), and other LSF daemons, which form LSF Base. 

lim offers services for system load information collection, execution host selection, and job placement decision that are essential to the scheduling of jobs. res provides transparent and efficient remote execution and remote file operation services so that jobs can be easily shipped to any host in the cluster once a job placement decision is made. 

LSLIB (LSF Base API library) allows users to write their own load sharing applications with LSF Base’s capability.
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Figure 1
LSF Batch is a distributed batch system built on top of the existing LSF Base, extending these services to provide batch queuing and job scheduling services.  Figure 2 shows how LSF Batch is laid above LSF Base.
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Figure 2
There is one mbatchd (master batch daemon) running on the master host XE "master host"  (where master lim runs) of a LSF cluster, and one sbatchd XE "sbatchd daemon" 

 XE "daemons:slave batch (sbatchd)"  (slave batch daemon) running on each LSF server host. User jobs are kept in queues XE "queues:mbatchd"  by mbatchd XE "mbatchd daemon" 

 XE "daemons:master batch (mbatchd)" , which obtains the load information on all candidate hosts periodically from lim. When a host with the necessary resources for a specific job becomes available, mbatchd sends the job to sbatchd on that host for execution. When more than one host is available, the most appropriate host is chosen to run the job based on the specific job resource requirement. sbatchd controls the execution of the jobs and communicate job status to mbatchd. 

LSBLIB (KSF Batch API Library) gives an interface for advanced LSF users to develop new batch processing applications using mbatchd and sbatchd’s services.

The CPU and network overhead XE "network overhead"  of LSF daemons XE "daemons" 

One of the immediate questions you may have about LSF is how much CPU and network overhead will be resulted from all these LSF daemons?   From our research and experience on LSF in production environments, we find that the average overhead of the lim, res, mbatchd, and sbatchd daemons is far below 1% of CPU time and network I/O. A number of measures have been taken in LSF to minimize its overhead.  For example, lim on different hosts starts up randomly to prevent them from accessing resources at the same time, load indices are updated only when the differences from the previous values are bigger than certain numbers based on a heuristic formula, mbatchd's overhead is dependent on the workload and can be reduced by job array or job chunking feature. In most cases, the CPU and network overhead of LSF daemons is unnoticeable by end users for a medium size LSF cluster and it has never created problems for an LSF cluster consisting of hundreds of hosts.  In other words, LSF cluster size is scalable to hundreds of machines or more. 

Chapter 2. Checking LSF Cluster Status XE "checking:cluster status" 

 XE "cluster: checking status" 
After you have LSF installed or before you start to use LSF, it is always a good idea to check if the cluster is running properly. There are a few commands available in LSF that can help you find out basic information about your cluster; such as the cluster master host, cluster name, cluster status, cluster resource availability, etc.

We will introduce three frequently used LSF commands with simple options for this purpose: lsid XE "user commands: lsid" , lsload XE "user commands: lsload" , and bhosts XE "hosts:display (bhosts)" 

 XE "user commands: bhosts" . You can try these commands on any one of the hosts in the LSF cluster.  

The first command you want to run on LSF is lsid. This command tells you if your LSF environment variable and LSF binary path are correct.  If yes, it will display the compiled time and the version of LSF, the name of your LSF cluster, and the current master host.  

% lsid

LSF 4.1, Dec 29 2000

Copyright 1992-2000 Platform Computing Corporation

My cluster name is beverages

My master name is pepsi

If you get ‘cannot open lsf.conf’ file, please find the solution from Problem [1] in Chapter 7.  

The second informative command, lsload, tells you if your LSF Base is running properly. If yes, it shows the current system load levels and other details on each node in the current cluster.  

% lsload            

	HOST_NAME
	status
	r15s
	r1m
	r15m
	ut
	pg
	ls
	it
	tmp
	swp
	mem

	pepsi
	ok
	0.0
	0.0
	0.1
	1%
	0.0
	1
	224
	43M
	67M
	3M

	coke
	-ok
	0.0
	0.0
	0.0
	3%
	0.0
	3
	0
	38M
	40M
	7M

	milk
	ok
	3.2
	3.2
	3.3
	100%
	0.0
	40
	0
	292M
	336M
	67M

	tea
	ok
	1.9
	1.6
	1.8
	100%
	0.0
	33
	0
	342M
	427M
	172M

	mocha
	ok
	1.5
	1.4
	1.5
	94%
	0.0
	29
	0
	285M
	452M
	102M

	odwalla
	-ok
	3.1
	3.1
	3.1
	100%
	0.0
	12
	0
	466M
	455M
	65M

	drpepper
	busy
	0.1
	0.1
	0.3
	7%
	*17
	6
	0
	9M
	23M
	28M

	latte
	busy
	*6.2
	6.9
	9.5
	85%
	1.1
	30
	0
	5M
	400M
	385M

	yoohoo
	busy
	2.0
	2.0
	2.0
	100%
	*28.6
	1
	51
	66M
	918M
	373M

	sunkist
	unavail
	
	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	
	
	
	


Each host is listed in the HOST_NAME column and its respective status is listed in the status column.  A busy status is given to hosts XE "hosts:displaying (lsload)"  where any of its load indices are beyond the specified threshold.  A minus sign (-) preceding the status value of a host denotes that the res is not running on that host.  If you see “LIM is down or LIM is not responding” after a reconfiguration XE "reconfiguration" , try lsload again a few seconds later because it takes time for all lims get in touch one another.  If the problem persists, please find the solution from Problem [2] and [3] in Chapter 7.

This command also shows that there is a valid LSF license for this host. If lsload displays “Host does not have a software license”, you need to fix the license problem first by either installing a valid LSF license or making sure the Flexlm license server is up and running correctly.  See Chapter 6 for more details on LSF Licensing and Problem [2] in Chapter 7 for the solution.
The third command bhosts tells you if LSF Batch is running properly. If yes, the output of bhosts lists the names of the LSF Batch hosts and their status, plus details information such as the maximum number of job slots allowed by a single user, the number of jobs are running at the time, the number of jobs suspended by the user and the system respectively, and the number of reserved job slots.

% bhosts               

	HOST_NAME
	STATUS
	JL/U
	MAX
	NJOBS
	RUN
	SSUSP
	USUSP
	RSV

	pepsi
	ok
	2
	2
	0
	0
	0
	0
	0

	coke
	ok
	2
	4
	2
	1
	0
	0
	1

	milk
	ok
	-
	-
	1
	1 
	0
	0
	0

	tea
	ok
	1
	2
	2
	1
	 0
	1
	0

	mocha
	ok
	-
	10
	1
	1
	0
	0
	0

	odwalla
	ok
	-
	10
	4
	2
	2
	0
	0

	sunkist
	unavail
	-
	3
	1
	1
	0
	0
	0

	
	
	
	
	
	
	
	
	

	
	
	
	
	
	
	
	
	



If you see “lsbatch daemons not responding” after reconfiguration, please try bhosts again a few seconds later because it takes time for all sbatchd daemons to communicate with one another. If this problem persists, see Problem [2] and [3] in Chapter 7 for the solution.

These three commands can be used as a “sanity check” on the operation of an LSF cluster. If you get proper outputs from these commands, you can go ahead and use the cluster.  If not, you need to troubleshoot the cluster, see Chapter 6 and 7 for more details about how to resolve common LSF problems.

Chapter 3. Running Applications XE "running applications" Through LSF XE "cluster:running applications" 

 XE "submitting jobs" 
LSF allows you to run your jobs as quickly as possible by keeping all your machines in optimal condition, maximizing your jobs throughput, and moving your jobs from failed machine to finish on another one. To take advantage of these and more LSF benefits, you need to submit your jobs through LSF.

There are two straightforward commands of running jobs through an LSF cluster, lsrun and bsub.  The lsrun command runs the specified task interactively on the best available host through LSF, based on current system loads obtained by LSF Base (lim), while the bsub command submits an interactive or batch job or a job array to the best available host(s) for execution based on LSF Batch Queuing and Scheduling Policies.  

It’s very simple to run a job using LSF; there is no need to modify the job executable or the execution script. All you need to do is add either lsrun or bsub in front of the job commands that you normally use.

To provide LSF users a convenient computing environment and a user-friendly job submission interface, you can customize software application submission scripts, environment variables, resource requirement XE "resource requirement" s and other factors for a cluster. This process is called Application Integration with LSF. The simplest example is to put above two commands into wrapper scripts for the end users to submit jobs to LSF, instead of running them directly from the UNIX command prompt.

Using LSF Base to run jobs

lsrun XE "lsrun"  is an LSF Base command, it will remotely run a job on the best available host provided it can find the necessary resource and the appropriate machine type.  Otherwise, the job will be run on the current host.    A typical invocation of lsrun is:

% lsrun ls -l

This does nothing more than run ls -l through LSF, either on the local host or a remote host within LSF cluster.


lsgrun is similar to lsrun, but it will run the job on a set of the hosts in the cluster. For example:

% lsgrun –m “coke yoohoo pepsi” rm /tmp/*.log


It will remove all *.log files in the /tmp directory on coke, yoohoo, pepsi.

Using LSF Batch to run jobs

bsub is an LSF Batch command and has a more extensive option list than that of lsrun.  A simple job submission example looks as follows

% bsub XE "user commands: bsub"  –q short “sleep 100”
Job <3616> is submitted to queue <short>.

The -q option specifies which queue the job will be submitted to and the job itself is specified as the last argument.  When the job is finished LSF will send an email XE "email:output of job"  with the output from the job to the user account from which the job was submitted.  You can also optionally save your standard output and standard error into files by telling LSF where to place them with the -o and -e options:

% bsub –q short –o ~/jobs/output.%J –e ~/jobs/errors.%J “sleep 100”
Job <3640> is submitted to queue <short>.

This command will append the standard output and standard error XE "errors:redirecting"  of the job to the files output.3640 and errors.3640 in the jobs subdirectory of the users home.  The “%J” in the command argument is replaced by the job ID when the files are created; this helps keep track of job outputs when you are running multiple jobs.  It is always a good idea to redirect the output of jobs that produce a large amount of data to the standard output.  This will prevent your mailbox from filling up with job completion reports.  Another way to limit the mail size sent by LSF is to define LSB_MAIL_SIZE in lsf.conf file.

LSF Batch supports interactive job execution too.  To submit an interactive job through LSF, you can use –I option, for example,

% bsub –I xterm
If the interactive job requires a pseudo-terminal to run, you may use –Ip option for bsub command.  If the interactive job requires a shell to execute, use –Is for bsub command. There are many additional bsub options, please refer to LSF Reference Guide for detail.

Application Integration and Interfacing with LSF

With proper integration for LSF and your applications, LSF users will be able to ensure a correct and complete job submission and executions without prior knowledge of LSF, in addition to maximizing the use of your computing resources including application floating licenses. 

There are a few ways to integrate and application with LSF, the simplest one is to put the bsub command line into an executable file when you feel it is too much work to type it each time when you submit a job. 

Wrapper shell script  

A wrapper script is an execution script for launching or submitting a software application. It gives users one simple, transparent interface to run the application through LFS.  This method of integration is easier to maintain as well as faster to roll out.  The end user does not need to learn any of the LSF commands.  By adding appropriate options to this script, you can have the ability to re-queue jobs based on license availability, copy input and output files to and from the local directory on the execution host, calculate and estimate resource requirements, and provide a user friendly interface.  

For example, if you have an application named “abc”.  To submit this application through LSF transparently, you can change the name of this application from “abc” to “abc_real”, and create a wrapper script called “abc” which contains: XE "scripts:job submission" 


#!/bin/sh

bsub –R “rusage[abc_license=1:duration=1]” abc_real


When a user runs “abc”, the original “abc” job will be submitted to LSF using one abc_license.
Wrapper binary

 A wrapper binary is the same as with the wrapper shell script described above, but in a compiled binary form.  Compiled code runs faster and is more efficient and it also has access to the LSF C API.  It’s secure because users can’t modify it without the source code. On the other hand it is more time consuming to develop compiled wrappers than to write a shell wrapper script.

Modification of existing application source code

Various software application vendors and Platform Computing, Inc. make continuous effort to provide closer integrations between applications and LSF. We work together to modify existing application user interfaces to enable job submission, license pre-emption, parallel execution, and more advanced features with LSF.  In some cases, you will be able to invoke a job directly from the application GUI that will run the job through LSF. 

Please contact your application vendors or Platform Computing, Inc. for information about your application integration with LSF.

Handling/Monitoring Job Status

Every job submitted to LSF using bsub is recorded and the status of each job is updated periodically, so LSF knows each job status during its lifetime.  As each job is submitted to LSF it is assigned a unique Job ID, which can be used to monitor and manipulate the job status.  

There are several ways of obtaining different kinds of information about jobs you have submitted to your cluster.  The bjobs XE "user commands: bjobs"  utility displays information about LSF jobs. For instance,

% bjobs            
	JOBID
	USER
	STAT
	QUEUE
	FROM_HOST
	EXEC_HOST
	JOB_NAME
	SUBMIT_TIME

	5308
	user2
	RUN
	Normal
	HostA
	hostD
	/job500
	Oct 23 10:16

	5309
	user2
	RUN
	priority
	HostA
	hostB
	/job200
	Oct 23 11:04

	5311
	user2
	PEND
	Night
	HostA
	
	/job700
	Oct 23 18:17

	5310
	user1
	PEND
	Night
	HostB
	
	/myjob
	Oct 23 13:45


This output shows the owner of the job, the job status, the queue which the job was run from, the host which the job was submitted from as well as the host which it was executed on, the actual job name, and finally the time of submittal.  

A listing of jobs on the cluster belonging to all users can be gathered by invoking bjobs –u all.  Running  bjobs –l <jobid>  will give you the (long format) detailed information on the Job.  There are many more options available for the bjobs utility, which can be found in the LSF Reference Guide.

To suspend XE "suspend job"  or resume an unfinished job, you can bstop and bresume followed by the Job ID. For example, if you run from the job owner account or LSF Administrator account

% bstop 108
will suspend the job with ID 108. Similarly,

% bresume 108

will resume the job with 108 to RUN status.

 To kill a job running in LSF environment, use the bkill XE "user commands: bkill"  command, which sends a set of signals to kill the specified jobs, for example:

% bkill 109

This command kills the job with a Job ID 109.

Chapter 4. LSF Configuration and Administration

There are three important LSF Base configuration files XE "configuration files"  and one important LSF Batch configuration file.  They are lsf.conf, lsf.cluster.<clustername>, lsf.shared and lsb.queues. All of these files are created during LSF installation by the lsfsetup XE "administrative commands: lsfsetup"  script with all parameters chosen at the installation time. You can modify these files to suit your needs following the included instructions and examples in the comment section.

lsf.conf XE "lsf.conf" 

 XE "files:lsf.conf"  is the most critical file in LSF. It contains all the paths for LSF binaries, daemons, and libraries and other necessary information for LSF to function properly.  Each cluster may have multiple lsf.conf files if it is running on more than one operating systems.

The default location of lsf.conf is in /etc.  It can be overwritten by LSF environment variable XE "variables" \t "See environment variables"  $LSF_ENVDIR XE "environment variables:LSF_ENVDIR" 

 XE “LSF_ENVDIR" .  You won’t be able to start LSF daemons or run any LSF command correctly without this file.

lsf.cluster.<clustername> XE "lsf.cluster.<clustername>"  file defines the hostnames, models, and types of all the machines included in the LSF cluster, the user name of the LSF Administrator, and the locations of different shared resources.  Each cluster has only one unique lsf.cluster.<clustername> file.

lsf.shared XE "lsf.shared"  serves as a “dictionary” for LSF. It is used to define every keyword used in LSF.  You can add your own keywords in it too. Each cluster only has one lsf.shared file.

lsb.queues XE "lsb.queues" 

 XE "queues:lsb.queues" file defines LSF queues and their parameters. There is only one lsb.queues file for each cluster.


For detailed descriptions of these four important configuration files, please see LSF Reference Guide.

Starting and stopping an LSF Daemons XE "daemons:starting LSF" 

 XE "cluster:starting" 

 XE "cluster:stopping" 
Only root XE "root account:start/stop daemons"  or LSF Administrator can start and stop LSF daemons on each LSF host. If you would like to start or stop LSF daemons on all hosts within the cluster, you must be able to run rsh to root accounts across all LSF hosts without having to enter a password. If you worry about the security of your computing environment, you can start these commands from LSF Administrator’s account by setting up an /etc/lsf.sudoers file. Refer to LSF Reference Guide for details.

To start or shutdown LSF daemons on all hosts in the cluster, you can use

% lsfstartup

to start all daemons on all hosts in the cluster.

% lsfshutdown

to shut down all daemons on all hosts in the cluster.

To start or shutdown LSF daemons on a specific host in the cluster, you can use

% lsf_daemons XE "lsf_daemons"  start

to start all LSF daemons on the local host.

% lsf_daemons stop

to stops all LSF daemons on the local host.

Note: when using lsf_daemon start command, it will kill all instances of any LSF daemons running on your machine before it starts all LSF daemons.  It behaves like a “restart”.

Administering an LSF cluster XE "cluster:administering" 
When LSF is installed, the cluster initially runs with a set of default configuration files XE "default configuration files"  for general purpose.  In most cases, the default configuration files will meet your initial needs of workload and resource management, and the effort to maintain LSF cluster is minimal after its installation.  However, you may need to modify LSF configuration when your business and technical requirement changes or your computing environment changes.

You can use two main administrative utilities,lsadmin XE "administrative commands: lsadmin"  and badmin XE "administrative commands: badmin" ,to modify the behavior of LSF Base and Batch functionalities. They can only be run by LSF administrators or root accounts. lsadmin controls the operations of lim and res in LSF Base and badmin controls the operations of  mbatchd and sbatchd in LSF Batch.

To reconfigure XE "reconfiguration"  LSF Base after modifying any of LSF cluster configuration files, you can use

% lsadmin reconfig

to reload the configuration files and restart all lims.

To reconfigure LSF Batch after modifying LSF Batch, you can use

% badmin reconfig

to reload the configuration files.

To restart mbatchd daemon, you can use

% badmin mbdrestart

Note, you need to run both badmin reconfig and badmin mbdrestart commands to reload your changes to LSF configuration files completely.

Checking LSF Batch Queues XE "queues:checking batch queues" 

 XE "cluster:checking batch queues" 

 XE "checking:batch queues" 
You can modify LSF queues easily by changing lsb.queues file according to the comment section on the top of this file and the default example queues. After the reconfiguration, the bqueues XE "user commands: bqueues"  command will display information on all queues available to the cluster in use.  The normal output of bqueues looks like this:

% bqueues

	QUEUE_NAME
	PRIO
	STATUS
	MAX
	JL/U
	JL/P
	JL/H
	NJOBS
	PEND
	RUN
	SUSP

	Priority
	43
	Open:Active
	-
	-
	-
	-
	0
	0
	0
	0

	Owners
	43
	Open:Active
	-
	6
	-
	-
	0
	0
	0
	0

	Chkpnt_rerun_qu
	40
	Open:Inact
	-
	-
	-
	-
	0
	0
	0
	0

	Night
	40
	Open:Active
	-
	-
	-
	-
	0
	0
	0
	0

	Short
	35
	Open:Active
	-
	-
	-
	-
	0
	0
	0
	0

	License
	33
	Open:Active
	-
	-
	-
	-
	0
	0
	0
	0

	Normal
	30
	Open:Active
	-
	-
	-
	-
	0
	0
	0
	0

	Idle
	20
	Open:Active
	-
	-
	-
	-
	0
	0
	0
	0


LSF Batch queues organize jobs with different priority and different scheduling policies.  You can gather more in-depth information on each queue by invoking bqueues XE "user commands: bqueues"  –l <queuename>.  For instance, 

% bqueues –l normal
QUEUE: normal

  -- For normal low priority jobs, running only if hosts are lightly loaded.  This is the default queue.

PARAMETERS/STATISTICS

PRIO NICE STATUS          MAX JL/U JL/P JL/H NJOBS  PEND   RUN SSUSP USUSP    20  Open:Active       -    -    -    -     0     0     0     0     0    0

 STACKLIMIT MEMLIMIT

   2048 K     5000 K

SCHEDULING PARAMETERS

           r15s   r1m  r15m   ut      pg    io   ls    it    tmp    swp    mem

 loadSched   -     -     -     -       -     -    -     -     -      -      -

 loadStop    -     -     -     -       -     -    -     -     -      -      -

USERS:  all users

HOSTS:  all hosts used by the LSF Batch system

This output provides a detail description of the normal queues and what types of jobs are meant to run in it.  Along with the regular bqueues output, there are also Scheduling Parameters list in which “loadSched” denotes threshold values on the cluster to dispatch a job, where “loadStop” are the threshold values to suspend a job.

Chapter 5. Shared Dynamic Resources XE "dynamic shared resources"  and Software License Management XE "license management" 
An LSF resource is either a piece of software or a piece of hardware. There are two types of resources in LSF cluster. One is host-based resource that is available on all the hosts in the cluster. Examples of such resources are: type, model, node locked software licenses, etc, which are traditionally the typical resource items a computer program requires to run.

The other one is shared resource that is dynamic load index XE "load index"  available for a group of hosts in a cluster.  Notable examples of such resources are network floating licenses, shared file systems, etc., which are tied to a subset of hosts or all hosts. The shared resources can be viewed as being shared by a group of hosts in a cluster. LSF shared resource mechanism supports the sharing, monitoring, and managing of shared resources for the purpose of host selection and batch or interactive job execution.  

One of the best uses of LSF Shared Resources is Software License Management because software application licenses are critical and costly resources for product design and manufacturing, business information analysis, data mining, etc. Configuring your software application licenses as shared resources will allow you to submit many jobs at any time, it will run your jobs according to your jobs’ priorities when there are licenses available, or will queue your jobs when the licenses are not available, then dispatch them once the licenses become available.  LSF can make full use of your every license time, 24 hours a day, 7 days a week, all year around, given you have enough number of jobs to run with the license. 

We will, in this chapter, use Software License Management as an example and explain to you how to define and use a shared resource in LSF cluster. There are three steps to set up an LSF Shared Resources:

1. Defining the shared resource in lsf.shared file

2. Mapping the shared resource to designated location where it is available and it can be used in lsf.cluster.<clustername>
3. Monitoring the shared resource with a script or program called elim XE "elim" .

Assume that we have an LSF cluster with two dynamic shared resources license1 and license2.

Defining Dynamic Shared Resource XE "dynamic shared resources:defining" 
To use license1 and license2 within LSF cluster, they have to be defined in the Resource Section explicitly in lsf.shared file after installing LSF.  For LSF to track these resources correctly over time, we need to define them also as external load indices so that LSF can update them periodically with a program called elim in $LSF_SERVERDIR directory. elim can be a script or a compiled executable, which returns the values of these resources.  For example, 

Begin Resource

RESOURCENAME   TYPE    INTERVAL INCREASING  DESCRIPTION

      
.


.


.

license1
Numeric   
30        N        (license1 resource)

license2   
Numeric   
30        N        (license2 resource)

End Resource

The TYPE of shared resource can be "Numeric", "Boolean" or "String". The INTERVAL specifies how often the value should be refreshed. In this case, every 30 seconds, lim will read the updated shared resource values from elim. The INCREASING field means this shared resource has a maximum value.

Mapping Dynamic Shared Resource XE "dynamic shared resources:mapping" 
To make LSF aware of the locations (hosts) of the defined dynamic shared resources license1 and license2, we have to map them with the hosts in the lsf.cluster.<clustername> file.  For example,

Begin ResourceMap

RESOURCENAME  
LOCATION

License1           
[all]

license2        

[all]

End ResourceMap

“[all]” in the above example means that the resources license1 and license2 are all the hosts in the cluster. There will be only one single elim running on the master host in this case because these two resources are the same for all machines.  

Monitoring Dynamic Shared Resource XE "dynamic shared resources:monitoring" 
For LSF to receive the external load indices properly, it requires elim to print out standard output in the following format:

2 license1 n1 license2 n2 

The first field is the number of external load indices, the second field license1 is the name of the first external load index, the third field n1 is the value of the first load index, the fourth field license2 is the name of the second external load index, the fifth field n2 is the value of the second external load index, and so on.  

It is simple to write an elim to monitor dynamic shared resources. The elim has to be executable in $LSF_SERVERDIR. Here’s a sample elim for license1 and license2 assuming the FLEXlm license server controls them.

 XE "elim:example" 

 XE "scripts:elim example" 
#!/bin/sh

NUMLIC=2

while true

 do

    
TMPLICS=`/fullpath/lic -c /fullpath/license.dat -f license1,license2`

    
LICS=`echo $TMPLICS | sed -e s/-/_/g`

    
echo 2 $LICS     # 2 is number of dynamic shared resource

    
sleep 30

             done

where “lic“ is an lmstat like command to report the available number of licenses in this format:


license1  n1  license2  n2

You can obtain lic from Platform’s system engineer or from support@platfom.com.  Alternatively, you can use lmstat XE "lmstat"  to construct your own elim.

The sed command changes “-” to “_” in the license feature names because LSF disallows resource names with “-” in it.

Using Dynamic Share Resources XE "dynamic shared resources:using" 
To make the above changes take effect in LSF configuration, please restart LSF cluster by issuing the following commands as the LSF Administrator:


% lsadmin XE "administrative commands: lsadmin"  reconfig XE "administrative commands: lsadmin: reconfig" 

% badmin XE "administrative commands: badmin"  mbdrestart XE "administrative commands: badmin: mbdrestart" 
% badmin XE "administrative commands: badmin"  reconfig XE "administrative commands: badmin: reconfig" 


If every command runs fine, you can verify your dynamic shared resources by running lsload XE "user commands: lsload"  –l command.

To submit a batch job using one license1 resource, use the following command line:


% bsub –R ‘rusage[license1=1:duration=1]’ job_command_name

            duration=1 is used because your job will check out the license1 feature from FLEXlm within one minute or so.

Alternatively, you can submit your jobs without using [–R] option with bsub after you define the dynamic shared resource in lsb.queues file, for example:

Begin Queue   

     
QUEUE_NAME = license1

     
RES_REQ=rusage[license1=1:duration=60]

     
End Queue

You can submit as many jobs as you like with either ways. When there are licenses available for your jobs, LSF will run them as soon as possible. When all the licenses are in use, LSF will put your jobs in the queue and dispatch your jobs once the licenses become available. You can use your licenses all the time with this software license management mechanism. You can configure any other software and hardware as LSF dynamic shared resources to make full use of your computing investment.

Chapter 6. LSF Licensing XE "LSF Licensing"  XE "software licenses" 
LSF Suite uses FLEXlm" FLEXlm
, a product of Globetrotter, to control its licenses.  For detail of how FLEXlm works and how to use FLEXlm, please download FLEXlm manuals from Globetrotter‘s website http://www.globetrotter.com/.

LSF Licensing Mechanism XE "LSF Licensing:licensing mechanism" 
LSF licenses are centrally controlled by the LSF master server’s lim.  The license control

mechanism is illustrated below in Figure 3.
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Figure 3 LSF Licensing Mechanism

The license control software lmgrd XE "daemons:lmgrd" 

 XE "lmgrd"  runs on a host called the license server. lmgrd will start LSF vendor daemon lsf_ld, which keeps track of how many LSF licenses are checked out and who have them periodically.  If lsf_ld terminates for any reason, all LSF hosts will lose licenses immediately. 

The license server may or may not be the host running LSF.  Once the LSF permanent license key is issued, it is tied to the particular license server and cannot be used on another host or license server. To change your license server to another host, contact license@platform.com.

The master server’s lim in the LSF cluster contacts the license server host to obtain the necessary LSF licenses.  It then propagates licenses to all slave servers and client.  (The actual flow is the other way around and will be explained below).   As long as the license server has enough licenses, LSF master lim should be able to obtain a license to run no matter which host is configured in the LSF cluster.  Multiple LSF clusters can obtain licenses from one license server.  It works in the same way as a library.  The library keeps some books (i.e. licenses).  Readers (i.e. LSF clusters) can borrow books from the library (license server).  Before the book is returned another reader cannot borrow the same copy.  In the case of LSF, one “reader” usually borrows multiple copies of the same book at a time.  LSF will need to keep the license, including the client license, when it is running.

LSF License Checkout XE "LSF Licensing:checkout" 
Only the LSF master lim checks out licenses.  No other part of LSF has anything to do with the license server.  Once the lim on the master server identifies itself as master lim, it analyzes the cluster configuration file lsf.cluster.<clustername> and gets all the host information for calculation of the total number of licenses in the following steps:

1. Calculate the licenses required for itself; before slave servers contact the master, check out the necessary licenses for each of them; checkout the necessary licenses for clients hosts configured in lsf.cluster.<clustername> file.

2. When any slave lim is up, it will contact to the master to obtain appropriate number of licenses.

3. In the above steps, if license checkout fails for any host, that host is unlicensed. The master lim will try to checkout license later.

After LSF cluster is licensed properly, the master lim will contact the license server periodically to confirm the availability of checked out LSF licenses.  

LSF License Grace Period XE "LSF Licensing:grace period" 
If LSF master lim finds the license server has gone down or unreachable, LSF offers a 72 hours grace period before the whole cluster becomes unlicensed. Namely, an LSF cluster can survive up to 72 hours without licenses as long as the master lim daemon that received the original correct information of license (from the license server before it went down or became unreachable) is running continuously. 

However, you will lose the grace period if you reconfigure LSF after the license server is down or unreachable because the original lim carrying the correct licensing info is killed during the LSF reconfiguration process.

This feature eases the concern of single point of failure at the license server and enables LSF to function normally over an extended period of time, e.g., a long weekend, should LSF license server fail. 

Redundant License Servers XE "LSF Licensing:redundant license servers" 
As license key is tied to particular license server host, if that host is down, license will not be available, then LSF won't function. In order to prevent your computing resource from any down time, FLEXlm allows a key tied to three redundant license servers. Same as one license server, these three servers may not necessarily be LSF servers or clients. There will be the lmgrd and the vendor daemon (lsf_ld for LSF) running on all three machines. If any host is down, the other two will keep serving the licenses. If two of the three hosts are down, the license service stops. In another words, there must be at least two license servers running

The LSF License Keys XE "LSF Licensing:keys" 
There are two categories of LSF license keys.  One is the demo license XE "demo license" , which requires no FLEXlm license daemon to run and is mostly used for evaluation purposes.  The other type LSF license is the permanent XE "permanent license"  or temporary license, which requires FLEXlm and is used in production environments.  We will discuss these two categories in detail.  Also, it should be noted that license keys are usually stored in a file named ‘license.dat’ XE "files:license.dat" .

1.   Demo License Key XE "LSF Licensing:keys:demo license" 
A Demo License Key is a timed out license key (1 to 30 days) for potential customers requesting an evaluation of the product or, existing customers interested in new products.  Each line of a demo license ends with the word “DEMO” as shown below.

Sample Demo License Key – 4.1





FEATURE lsf_base lsf_ld 4.100 17-Dec-2000 0 8CC9169EFFB3F92AF7AD "Platform" DEMO

FEATURE lsf_batch lsf_ld 4.100 17-Dec-2000 0 7C2946EEB9DA11670FDE "Platform" DEMO

FEATURE lsf_jobscheduler lsf_ld 4.100 17-Dec-2000 0 DC79A6DEF93AD10A05CB "Platform" DEMO

FEATURE lsf_jobscheduler_server lsf_ld 4.100 17-Dec-2000 0 DCC9D6CEECEDD18FA66B "Platform" DEMO

FEATURE lsf_multicluster lsf_ld 4.100 17-Dec-2000 0 FC69E66EC506779BFD0E "Platform" DEMO FEATURE lsf_analyzer_server lsf_ld 4.100 17-Dec-2000 0 3C2956FEABB202DBBAAB "Platform" DEMO

FEATURE lsf_client lsf_ld 4.100 17-Dec-2000 0 CC89E69E55459F5A7804 "Platform" DEMO

FEATURE lsf_float_client lsf_ld 4.100 17-Dec-2000 0 1CE9C67EB17B8684A718 "Platform" DEMO

FEATURE lsf_make lsf_ld 4.100 17-Dec-2000 0 6C39562E1FF14FFA0EA2 "Platform" DEMO

FEATURE lsf_parallel lsf_ld 4.100 17-Dec-2000 0 DC59062E02676F035DAD "Platform" DEMO

FEATURE acct2db lsf_ld 4.100 17-Dec-2000 0 6C5996AEA1D66FC7FB81 "Platform" DEMO

FEATURE lsf_fta lsf_ld 4.100 17-Dec-2000 0 2CD976EEBE9E80B64B08 "Platform" DEMO

FEATURE lsf_analyzer_oracle lsf_ld 4.100 17-Dec-2000 0 DC49A6CED11170FEE86E "Platform" DEMO

FEATURE lsf_resource_preempt lsf_ld 4.100 17-Dec-2000 0 8C09261E967BE3A2B3BC "Platform" DEMO




2.   Permanent  Temporary License Key:  XE "LSF Licensing:keys:permanent temporary license" 
The Permanent or Temporary License key is issued once the customer has purchased LSF.  


Sample Permanent License Key – 4.1




SERVER chum 807ea33d 1700

DAEMON lsf_ld /usr/local/lsf/etc/lsf_ld

FEATURE lsf_base lsf_ld 4.100 1-jan-0000 70 EC09738F941B0947DB72 "Platform"

FEATURE lsf_batch lsf_ld 4.100 1-jan-0000 70 BC89933F84B42B644D5F "Platform"

FEATURE lsf_client lsf_ld 4.100 30-Feb-2000 20 1C59C33FF66819AB1FA9 "Platform"

Using LSF License XE "LSF Licensing:usage" 
The License server (lmgrd) must be running before LSF daemons are started. The command syntax to run lmgrd on UNIX is

% lmgrd –c <license_path_name> -l <log_path>
The lmgrd log file is a good source of debugging information. It is recommended that you run lmgrd from a non-root account for security reason.



To check the LSF license usage, run


%lmstat –a –c  <license_path_name>

You will see the LSF master host checks out the necessary number of server licenses for each CPU on LSF servers and the necessary number of client licenses for LSF clients. 

Chapter 7. Top Ten Common LSF Problems and Solutions

In this chapter, we detail the top ten common LSF problems and their solutions in the order that you would most likely encounter when beginning to use LSF.  They will cover most of the LSF problems and questions.  If you find a different problem, which you need help solving, please contact your system engineer or support@platform.com for help. 

[1] Error Message: cannot open lsf.conf file.

You may see the message when you run lsid XE "user commands: lsid" .  lsf.conf is one of four most important LSF configuration files. It contains all the paths where LSF is installed and configured. 

LSF checks in /etc for the lsf.conf file.  If lsf.conf does not exist in /etc then LSF looks for it in the $LSF_ENVDIR XE "environment variables:LSF_ENVDIR" 

 XE "LSF_ENVDIR"  environment variable.  Make sure that there is either a symbolic link from /etc/lsf.conf to the real lsf.conf or $LSF_ENVDIR is set in the user’s environment.

[2] Error Message:  Host does not have a software license.
You may see this error message when you run lsid XE "user commands: lsid" , lsload XE "user commands: lsload" , etc. there is a good chance that the license file itself or its path isn’t incorrect in some ways, there are samples of LSF license keys in Chapter 6.  Please check following points first:

· When an LSF license is sent to you by email from an LSF Vendor XE "email:LSF license" , sometimes a ^M appears at the end of every line in the file. You need to remove all ^Ms in the license file to make it work.


· For a demo license key, each FEATURE line has to start with FEATURE and to end with DEMO. If any FEATURE line is broken into two lines, you need to make it into one line as shown in the above sample demo license. For a permanent or temporary license key, each FEATURE line has to start with FEATURE and to end with “Platform”.  If it is not, please fix it according to the sample permanent license key.   

· Also make sure the LSF features listed in the license file match the PRODUCT line in lsf.cluster.<cluster_name> file.  For example:

 PRODUCTS=LSF_Base LSF_Batch 

you need to modify the PRODUCT line if necessary.


· Make sure lsf.conf in $LSF_ENVDIR XE "environment variables:LSF_ENVDIR"  directory. If the environment variable $LSF_ENVDIR is not defined, check /etc/lsf.conf. Your lsf.conf file should contain LSF_LICENSE_FILE=<full pathname of the license file>, modify it if it is not.

If none of the above general fixes helps, you should look into the demo and permanent licensing problems differently.  

If you use an LSF demo license, make sure each line should start with FEATURE and contain nine fields separated by space in the demo license key, there should be no SERVER or DAEMON. See the demo license above. There is no need to run FLEXlm daemon lmgrd to use LSF demo license.   

If you use an LSF permanent or temporary license, make sure:

· LSF permanent and temporary licenses are controlled by a FLEXlm license server. Before you start the license server, you should check if the lmhostid in the first line (or first three lines for the redundant license servers) of your license file is correct for your license server host. 

· Check if the DAEMON lsf_ld path in the second line of your license file is correct

· If there are multiple license management daemons running on your machine or for any other reasons, the default port 1700 is being used, you can change the port number XE "port number:changing"  by editing the top section of the license file.  Be sure you don’t change anything other than the license server’s hostname, the path name and the port number in the license file. 

· Check if you get sufficient number of licenses for your cluster. Each CPU on LSF server hosts (not server host itself) in LSF cluster will use one LSF server license.  Each LSF client host (not CPU) will one LSF client license or one fifth of an LSF server license.  

· Kill lmgrd daemon and then kill lsf_ld before you restart lmgrd again. Note you need to kill lmgrd first before your kill lsf_ld. Otherwise, lmgrd will start lsf_ld again right after you kill it and you will never get lsf_ld running correctly. 

Restart lim on the master host by running lsadmin XE "administrative commands: lsadmin"  limrestart XE "administrative commands: lsadmin: limrestart" .  The LSFcluster should be properly licensed by now. If not, please run ./lim –2 from a non-root account on the master host and watch for debugging output. Contact support@platform.com if you don’t know how to fix the problem with the debugging info.

[3] Error Message: LIM is down or LIM is not responding.
You may see this message when you run LSF Base commands such as lsload XE "user commands: lsload" . This symptom could be caused by one or more different problems.


a)  Check if the host is defined in the configuration files.
If the current machine is configured as an LSF client, there should be no LSF daemons running. In this case, make sure

· The SERVER column of the host section in lsf.cluster.<cluster> file for this host is 0.

· The $LSF_SERVER_HOSTS is set in lsf.conf.


If the current machine is configured as LSF server, make sure the SERVER column of Host section in lsf.cluster.<cluster> file for this host is 1.

b)  Check LSF environment variable $LSF_ENVDIR XE "environment variables:LSF_ENVDIR"  

$LSF_ENVDIR should point to the directory that lsf.conf sits. If $LSF_ENVDIR is not set. The default value is /etc. 

c)  Check Licensing 


 

Examine the license file path defined by $LSF_LICENSE_FILE in lsf.conf and check the license file. Potential problems are invalid license file, license port XE "license port"  used by other process, etc. See Problem [2] and Chapter 6 LSF Licensing for details.

d) Check LSF configuration files

Check if the ports for lim and res services have been set correctly in lsf.conf, or in /etc/services, or in NIS and are not used by any other processes. 

Run "lsadmin XE "administrative commands: lsadmin"  ckconfig" from LSF Administrator account to check for errors in the lim configuration files or run lim –2 from $LSF_SERVERDIR using a non-root account, and watch the debugging messages.  

One of possible reasons for LSF daemons to fail is because the ownership XE "ownership" s and permissions of LSF directories and files are changed. You can manually fix them according to the relevant entries listed in Appendix I LSF Directories table.   

e)  Restart lim and res and check their status XE "checking:lim" 

 XE "checking:res" 
Login as root and start up daemons by running “lsf_daemons XE "lsf_daemons"  start” from the $LSF_SERVERDIR directory.

Run ps –ef to see if daemons are alive and running.  There may be a bug in the lsf_daemons script if LSF daemons won’t start. Try to start them again by running lsadmin XE "administrative commands: lsadmin"  limstartup XE "administrative commands: lsadmin: limstartup"  and lsadmin resstartup XE "administrative commands: lsadmin: resstartup"  from $LSF_BINDIR XE "environment variables:LSF_BINDIR"  directory or by running commands ./lim and ./res directly from $LSF_SERVERDIR directory.

Check the daemon log XE "cluster:log files"  files in $LSF_LOGDIR (defined in lsf.conf) lim.log.<host_name> and res.log.<host_name> to see if there is any error message. If $LSF_LOGDIR is not defined, the log file is in /tmp or /usr/adm/syslog. If there is error message that you do not understand, please contact support@platform.com.

 [4] Error Message: lsbatch daemons not responding.
You may see this message when you type an LSF Batch command after reconfiguration, please try it again a few seconds later because it takes time for all sbatchd daemons to synchronize with one another. If this problem persists, make sure lim is running properly first. If lim is not running, refer to Problem [2] and fix it., then
a)  Check Licensing for LSF Batch 

Potential problems are invalid license file, license port used by other process, etc.  See Problem [2] and Chapter 6 LSF Licensing for details.

b)  Check LSF configuration files

Check if the ports for sbatchd and mbatchd services have been set correctly in lsf.conf, or in /etc/services, or in NIS and are not used by any other processes. 

A common mistake is port name for LSF Batch is mistyped. Please make sure the names defined in lsf.conf are LSB_MBD_PORT and LSB_SBD_PORT instead of LSF_MBD_PORT and LSF_SBD_PORT. 

Run badmin XE "administrative commands: badmin"  ckconfig from LSF Administrator account or ./sbatchd from a non root account to check LSF Batch/JobScheduler configuration files and watch for debugging message. 

One very probable reason for LSF daemons to fail is because the ownerships and permissions of LSF directories and files are changed. Particularly, mbatchd will fail if $LSB_SHAREDIR is not owned and can be written by the primary LSF Administrator. You can manually fix this problem according to the relevant entries listed in Appendix I LSF Directories table.  

c)  Restart sbatchd and check the status of sbatchd and mbatchd

Login as root and start up daemons by running badmin XE "administrative commands: badmin"  hstartup XE "administrative commands: badmin: hstartup"  from $LSF_BINDIR XE "environment variables:LSF_BINDIR"  directory or by running command ./sbatchd directly from $LSF_SERVERDIR directory. mbatchd will be started automatically by sbatchd on the master host.

Run ps –ef to see if sbatchd is running on all hosts and if mbatchd is running on the master hosts. 

Check the daemon log files in $LSF_LOGDIR (defined in lsf.conf)  mbatchd.log.<host_name> and sbatchd.log.<host_name> to see if there is any error message. If $LSF_LOGDIR is not defined, the log file is in /tmp or /usr/adm/syslog. If there is error message that you do not understand, please contact support@platform.com.

[5] Error Message: User Permission denied XE "user permission denied" .
You may see this message when you run bsub, lsadmin XE "administrative commands: lsadmin" , or badmin XE "administrative commands: badmin" . By design, one can only run lsadmin and badmin from root or LSF Administrator account and one can only run bsub from a non-root account by default. If you follow the above rule and get this error message, it means the remote host could not securely determine the user ID of the user requesting remote execution. There are a few different authentication XE "authentication" 

 XE "daemons:authentication"  mechanisms used in LSF. 

· If use default authentication ($LSF_AUTH is not defined in lsf.conf), LSF uses privilege ports for user authentication. 

· If the command is run by a normal user, LSF commands should be owned by root and have set user ID bit on execution. The permission XE "permissions on user commands"  of the following commands have to be "-rwsr-xr-x": 

badmin XE "administrative commands: badmin" , bbot, bchkpnt, bkill XE "user commands: bkill" , bmodify, bpeek, bqc, breboot, breconfig, bresume, bstop, bsub, bswitch, btop, ch, lsadmin XE "administrative commands: lsadmin" , lsgrun, lslockhost, lsmakerm, lsreconfig, lsrun, lstcsh, lsunlockhost. 

To set user ID bit on execution, use the command: chmod 4755 command1, command2, …

If the above commands are located on an NFS XE "NFS"  file system  make sure the file system is not mounted with the nosuid XE "nosuid flag"  flag. Otherwise setuid to root option is turned off.

· If the command is run by root, set $LSF_ROOT_REX in lsf.conf to enable job submission from root account. By default, root does not allow to submit job.  

· If $LSF_AUTH is defined as identd XE "identd"  in lsf.conf, make sure that you have the identd installed and running properly on each host. Also check the permission and ownership XE "ownership"  of your LSF binary files according to Appendix I LSF Directories.

· If $LSF_AUTH is defined as eauth XE "eauth"  you need to check the eauth script to make sure it is correctly implemented. Check the permission of your LSF binary files as well.

In general whenever you see a “User permission denied” error, examine the res.log.<host_name> on the execution host.  The res is responsible for authenticating a user in LSF. 

[6] I submitted lots of jobs with bsub XE "user commands: bsub"  but they don’t seem to be starting.

This is a general type of problems, thus there are many things that could be wrong,

· Wait for up to one minute for LSF to dispatch your job since it takes LSF batch daemons some time to carry out various activities periodically. You may be able to speed up this process by changing the parameters such as JOB_ACCEPT_INTERVAL, MBD_SLEEP_TIME, SBD_SLEEP_TIME in lsb.params and/or lsb.queues.

· Run bjobs XE "user commands: bjobs"  –p and check the job pending reasons to see if they make sense.

· Examine the output of bhosts XE "user commands: bhosts"  –l for the load thresholds on the hosts and lsload XE "user commands: lsload"  –E for the effective run queue lengths of the hosts. LSF Batch uses the effective run queue length for best execution host selection. 


· Check the queue thresholds, host limits and user limits with bqueues XE "user commands: bqueues"  –l

· If these jobs were submitted from a host and there is only one host with the same type in the cluster then by defaults LSF will try to run the jobs on this host only.

If you still can’t solve this problem, email the above information to support@platform.com and ask for help.

[7] LSF sends my batch jobs to the slow host when there are faster hosts that are idle.

This problem is quite common and can be many different things such as:

· LSF Batch uses the effective run queue lengths (output from lsload XE "user commands: lsload"  –E) for choosing hosts for job execution. The effective run queue lengths take into consideration the number of CPUs. If two hosts have the same effective run queue lengths then they will be ordered according to their CPU factors.


· The batch system runs jobs on hosts of the same type by default.


· The faster machines may not be included in the queue where this job was submitted.


· The faster machines may not have a resource required by the job.


· The faster hosts may be closed or have closed dispatch windows or run windows.


· If you find none of above reasons apply to your problem, there could be a bug in the mbatchd. Please contact support@platform.com

[8] My application runs fine under UNIX or using lsrun, but it just hangs or fails when I submit it using bsub XE "user commands: bsub" ?
On some UNIX platforms, certain application only runs with certain limit values. Different limits values or "unlimited" values will cause problem for certain application. 


lsrun, lsgrun and other interactive XE "interactive jobs"  LSF commands copy the submission environment, including the limits to the execution host and res sets the submission environment on the execution host.  


The LSF batch system does not work this way.  In the batch system the job will run in a queue with the queue’s limits not the limits of the submission host.  In fact by default the batch system sets all limits to unlimited in a queue and only limits values defined in the queue definition. You can find out the limit setting of each queue by running bqueues XE "user commands: bqueues"  -l -q <queue_name> .


This approach works great for most applications, however some applications expect their limits to be ‘limited’ and not ‘unlimited’.  The general approach to solving all problems of this type is:

· Run the application under UNIX, just to confirm that it works without LSF.

· Create a small script like this:
#!/bin/sh

# display limits from command line

ulimit -Hc

ulimit -Hd

# Check the man pages for more limits that can be displayed

ulimit -Sc

ulimit -Sd

# Again check the man page for more limits

Run the script to determine the limits from the submission host under UNIX and   record the limit values.

Set the limit values reported by the script in the script to create a new version that runs the application with those limits, e.g:

#!/bin/sh

# display limits from command line

ulimit -Hc 45333

ulimit -Hd 256

# Check the man pages for more limits that can be displayed

ulimit -Sc 24335

ulimit -Sd 256

# Again check the man page for more limits

<run your application>

Alternatively, you may set these limits in lsb.queue file.  Once the limit values are set correctly your application should run in the batch system. If it still does not work, contact  support@platform.com.

[9] I submit a job to the batch system but when it runs on hostX the job either runs in /tmp or can’t get my home directory.
Could be caused by:

· Different home directories for the same user account on submission and execution hosts.


· NFS automount problems XE "automount problems"  cause LSF to ‘guess’ the wrong mount points.


· Permissions and/or ownership XE "ownership"  are set incorrectly on the home directory.


· You are running in a non-shared file system environment.

[10] My job is killed by some unknown signal or unknown reason.

If your job exits with value XE "exit status"  smaller than 128, its the real exit value from your application. For example, if you have a C code which ends with exit(3), then the number 3 will be the exit code. You should check why your C code ends with exit(3) yourself. 

If the job exits with value bigger than 128, it means the job is killed by signal. The real signal number is exit code minus 128.  Job exit value greater than 128 equals 128 plus SIGNAL_NUMBER.  For example, if a job exited with 152, it was kill with signal 24 (SIGTSTP).

If neither a user nor an LSF administrator kills the job, you may want to check if it is killed because of the resource usage limit: 

· Run bjobs XE "user commands: bjobs"  -l to check if there is limit specified in job submission command line. 

· Run bqueues XE "user commands: bqueues"  -l to see if there is any limit defined in the queue that the job is running. 

· Run bsub -q -I csh -c limit to check if there is other limit set for job running in this queue. 

Please contact support@platform.com if you find none of the above reasons applicable.
	Directory XE "directories" 
	Default
	Contents

	$LSB_CONFDIR/
cluster_name/
configdir 
	/usr/local/lsf/mnt/conf/
lsbatch/cluster_name/
configdir 
	Directories for LSF Batch configuration files, one for each cluster--must be owned by the primary LSF administrator, and shared by all potential master hosts 

	$LSB_SHAREDIR/
cluster_name/
logdir 
	/usr/local/lsf/mnt/work/
cluster_name/logdir 
	LSF Batch accounting files and job event log files, one directory for each cluster-- must be owned by the primary LSF administrator, and shared by all potential master hosts 

	$LSF_BINDIR XE "environment variables:LSF_BINDIR"  
	/usr/local/lsf/bin 
	LSF user commands, shared by all hosts of the same type 

	$LSF_CONFDIR 
	/usr/local/lsf/mnt/conf 
	LSF cluster configuration files, must be owned by the primary LSF administrator, and shared by all LSF server hosts 

	$LSF_ENVDIR XE "environment variables:LSF_ENVDIR" 

 XE "LSF_ENVDIR"  
	/etc 
	The lsf.conf file, must be owned by root 

	$LSF_INCLUDEDIR 
	/usr/local/lsf/mnt/include 
	Header files lsf/lsf.h and lsf/lsbatch.h 

	$LSF_INDEP 
	/usr/local/lsf/mnt 
	Host type independent files shared by all hosts 

	$LSF_LIBDIR 
	/usr/local/lsf/lib 
	LSF libraries, shared by all hosts of the same type 

	$LSF_LOGDIR 
	/tmp 
	Server daemon error logs, one for each LSF daemon--must be owned by root 

	$LSF_MACHDEP 
	/usr/local/lsf 
	Machine-dependent files shared by all hosts of the same type 

	$LSF_MANDIR XE "man pages (LSF_MANDIR)"  
	/usr/local/lsf/mnt/man 
	LSF man pages shared by all hosts 

	$LSF_MISC 
	/usr/local/lsf/mnt/misc 
	Examples and other miscellaneous files shared by all hosts 

	$LSF_SERVERDIR 
	/usr/local/lsf/etc 
	Server daemon binaries, scripts, and other LSF utilities--must be owned by root, and shared by all hosts of the same type 

	$LSF_TOP XE "top-level installation directory (LSF_TOP)"  
	/usr/local/lsf 
	Shared top-level LSF installation directory 

	$XLSF_APPDIR 
	/usr/local/lsf/mnt/misc 
	Window application resource files, shared by all hosts 

	$XLSF_UIDDIR 
	/usr/local/lsf/lib/uid 
	User interface definition (UID) files for LSF graphical applications, shared by all hosts of the same type 


Appendix I  LSF Directories 

Appendix II  Reference

1. LSF UNIX Installation Guide, published by Platform Computing, Inc. Current version is for LSF 4.1. This is the manual describing procedures for LSF Installation on UNIX operating systems. It’s available from Platform Computing Inc.

2. LSF Administrator’s Guide, published by Platform Computing, Inc. Current version is for LSF 4.1. This manual is the single most important LSF Guide for both LSF Administrators and LSF Users. It’s available from Platform Computing Inc.

3. LSF Reference Guide, published by Platform Computing, Inc. Current version is for LSF 4.1. This manual provides detail information of all LSF commands, daemons, and LSF configuration files. It’s available from Platform Computing Inc.

4. LSF Quick Reference Guide, published by Platform Computing, Inc. Current version is for LSF 4.1. This is a cheat sheet for using LSF, it including all frequently used LSF commands. It’s available from Platform Computing Inc.

5. FLEXlm End User’s Guide, published by GLOBEtrotter Software, Inc. Current version is 7.2.

It is available from http://www.globetrotter.com.
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